
Title: 

Securing Agentic AI Systems  

Description: 

This hands-on workshop equips security practitioners of all levels with practical skills to secure AI 
agents, MCP servers, and LangChain applications through effective logging, anomaly detection, 
and incident response. Beginning with foundational AI/ML concepts for non-developers, 
participants will learn to identify attack vectors unique to agentic systems—including prompt 
injection, tool abuse, and supply chain compromises. Through instructor-led exercises in pre-
configured lab environments, attendees will implement comprehensive logging strategies, 
establish behavioral baselines, deploy canary tokens for detection, and conduct live incident 
investigations of simulated AI agent compromises. Using only open-source tools (ELK stack, 
Ollama, Wazuh), participants will gain immediately applicable techniques for detecting anomalous 
agent behavior, hunting threats in production environments, and building cost-effective detection 
systems that achieve excellent signal-to-noise ratios. The workshop emphasizes practical "quick 
wins" that security teams can deploy Monday morning, with all lab environments, configurations, 
and playbooks provided for continued learning. No coding experience required—all exercises are 
browser-based and instructor-guided. 

Trainer: Chris Williams and Evan Wagner 

Target Audience: 

• Security Professionals 
• IT professionals  

Pre-requisites:  

• Hardware requirements:  Laptop computer with at least 16GB RAM and having Virtual Box. 

Course Length: Full day – 6 - 8 hours 

Attendee maximum: 30 

Pricing: $250 for full day 


